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Post-hoc CBM (PCBM)
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Computing the Concept Matrix: CAVs & CLIP

CLIP: Get concept vectors
directly from CLIP text encoder.

CAVs: Normal vectors of the linear boundaries between
positive and negative examples for each concept.
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Main Claims

Claim 1;

PCBMs do not
compromise the
original model's
performance
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Claim 2:

PCBMs do not
require labelled
concept datasets
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Claim 3:

PCBMs allow for
global model
editing
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Claim 3

1. Tackle spurious concept
2. Using Metashift Dataset
3. Also, a survey

Train Set

100%

Concepts Sorted by weight

Concept Weights for Class: Bed

canine

bedroom furniture

ruff

bedstead

headboard

concept

lover

mattress

pinniped mammal

sprocket 2.49

pepper

Scenario 1/9
The model was trained to distinguish Airplane, Bed, Car, Cow, and Keyboard.
Remove concepts that you think may hinder generalization for classifying bed.

canine

bedroom furniture

bedstead
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Limitations in Interpretability

e Concept saliency map highlights entire object instead of specific part

Input image bicycle wheel coaster brake two wheels bicycle seat

CLIP concepts

CAV concepts




Additional Generalization

modality (audio) — AudioCLIP

2. Textual concepts from: Original 0.613 0.670
a. Audioset Ontology
PCBM + CLIP 0.558 0.280
b. UrbanSound8K
c. ESC-50 PCBM-h + CLIP 0.603 0.280
3. AudioCLIP text encoder PCBM 0.411 0.400

PCBM-h 0.462 0.410




Discussion

1. Results generally
reproducible
2. Extension supports

main claim

3. Not without issues:
o Missing details
o Missing code

Image sources:
https://www.kpsol.com/wp-content/uploads/2017/09/speech-marks-2.jpg






