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NYU CTF Bench
NYU CTF Benchmark is a new benchmark developed to 
evaluate LLM agents’ capabilities not only on CTF Solving 
but also on cybersecurity and task planning ability.

The benchmark consists of 200 CTF challenges that are 
verified and hosted using Docker containers. Pre-built 
images are provided on Docker Hub. This allows 
automated deployment in an environment where LLM 
agents can interact with the CTF challenges.
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NYU CTF Bench
The 200 challenges were 
picked, validated and 
formatted from total 528 
CSAW CTF challenges 
over a decade.

We cover 6 common CTF 
Categories over crypto, 
forensics, pwn, reverse, 
web and miscellaneous.
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Categorized Data Instances
Examples of challenges 
from different categories, 
including common tools 
used to solve these 
challenges.

The coverage of a wide 
range of CTF categories 
will be able to evaluate 
agents’ capabilities in a 
comprehensive manner.
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Agent Structure
1. Backend: Supports multiple LLMs from 

OpenAI, Anthropic, and open-source 
models via vLLM and TGI

2. Data Loader: Docker containers and local 
files to load challenges

3. External Tools: Function calling allows 
models to execute commands and verify 
results within challenge-specific contexts

4. Logging System: Logs in rich text 
Markdown formats, categorizing outputs 
into system prompts, user interactions, 
model output and debugging information

5. Prompt Module: Organizes challenge 
information into structured prompts in 
Jinja2 templates
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Agent Demonstration

Flag found!



7

Baseline Accuracy and Failure Analysis

Percentage of challenges solved with 5 models for each 
category in NYU CTF Bench, the give up by the model is the 
most frequent failure reason by the agent.
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Case Study: Hints And Tool Usage


