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Multiple metrics arise in machine learning today

Data and model hias

Donate

Machine Bias

There's software used across the country to
predict future criminals. And it's biased
against blacks.

Learning with Limited
Labeled Data

Fast adaptation to new users

Image from Internet

Resource constraints

(Apple: don’t Blame iCloud
- for celebrity hacking

wsj.com/theshortanswe

r! '
@jason bellini ‘

Subject to privacy regulation




Tasks, data, metrics
all can be modeled as an objective...

mgin loss (model 6, training data, metric, tasks)
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Unified as multi-objective learning



Formulation for multi-objective learning
min  F(0) = [f1(8), ., m(8), ..., fu(6)]

A vector optimization problem

How to optimize a vector?
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Commonly used dominance notions are not enough

How to optimize a vector?
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Pareto dominance is not

enough: simply minimizing one
objective achieves weak Pareto

optimality.
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Linear scalarization is not
enough: objectives can be
dominated by the one
with the largest scale.



Relative preference with cone-induced partial order

Definition 1 (C,-dominance). Given v,w € RM, A € RM*M and C, :=
{y € RM|Ay = 0} # 0, we say v strictly dominates w based on C, if
andonly if A(v — w) < 0.
A=1,, C,=RY
reduces to Pareto optimality



Relative preference with cone-induced partial order

Definition 1 (C,-dominance). Given v,w € RM, A € RM*M and C, :=
{y € RM|Ay = 0} # 0, we say v strictly dominates w based on C, if
andonly if A(v — w) < 0.
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f, 1

_Xpmﬁom N Benefits with a general partial order:
fi fi
> > 1.

> allows controlled ascent, thus can reach
(a) (b) every point on the Pareto front

Solid red curves: Pareto fronts 2. avoid merely minimizing a single objective
Green dots: reference points

Gray shaded regions: objectives dominating
the reference points, under different C, in
both figures.




Relative preference with cone-induced partial order

Definition 1 (C,-dominance). Given v,w € RM, A € RM*M and C, :=

{y € RM|Ay = 0} # 0, we say v strictly dominates w based on C, if
andonly if A(v — w) < 0.

e.g., a user gives at least «a relative

importance to each objective with Benefits with a general partial order:
a € (0,0.5), then this can be 1. allows controlled ascent, thus can reach
achieved by defining a partial order every point on the Pareto front

induced by the cone (example in [2]):
C ={F € R°lefy + 1 — o)fy
> 0,(1 — a)fy + af, = 0}

2. avoid merely minimizing a single objective



Address the imbalance issue through constraints

A
. qe . . fl ’/
In multi-lingual ASR, we want the training ' é/
. othésis H
losses of all languages to be similar. ypoth
7/
/
), Pareto
: C . ’ front
Can we use linear scalarization (LS, a.k.a. e o
2

static weighting) with carefully tuned weight?

NQO! LS cannot achieve certain constraints, even when fine-tuned!



Address the imbalance issue through constraints

Idea: enforce the objectives
to achieve similar values

e.g. use a constraint function

H(0) = f1(9) — fz(Q)

/

/

min F(0) s.t. HB) =0
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/
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Pareto
front

f2

10



FERERO: a flexible framework to capture preferences

min F(6)
Ca

st. H#) =0,G6(0) <0

" Relative preference: captured by the partial order,
determines improving directions

_ Absolute preference: captured by the constraints
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A primal approach to the constrained problem

Main program: méi}n F(B) st. H®) =0,G(8) <0

Define a subprogram that finds an update direction d which --

both improves objectives & constraints:
improvement defined by

/ general partial order

1
rglicinc + > I d 1%, s.t. AVF(68)"d <c-A1
1 Idea similar to SQP:
| | c,G(0) + VG(O)Td <0 Use local quadratic
approximate the Hessian ChH(H) n VH(H)Td —0 approximation to the

VZF(0) by identity objectives
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A primal approach to the constrained problem

Subprogram:

: L T
— — .t. <c-
Y (6) (d,cl)relizngc TS |d]|* s.t. AVF(0) d<c-Al

VG(0)'d+c,G(0) <0,VH(6)'d+ cr H(H)

Dual of the subprogram:
Find dynamic weight A for the following problem

A*(0) € argmin p(A;0) := — ||VF lg)\||2 - cg)\;G’(B) —cp\) H()
AEQ),

=0
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Algorithm update

The optimal direction: d*(8) = —[VF(0)A",VG(6),VH(0)]1*(6)

Update A*(6;) : 1*(8;) = argmincq, @ (4; 6;)

Update 6; along d*(6;): 6:y1 = 0; + a;d"(6;)

Just like MGDA, can be seen as a
dynamic weighting method
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KKT condition

KKT condition

VF(0)ATAs + VG (8)A, + VH(6) Ay, = O

A € AM, 2, € R, A, € RMn

G(O) <0,HB) =0
25 O)T[-G(O)], = 0

stationarity

dual feasibility
primal feasibility

complementary slackness
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Proper merit functions (KKT score)

J100) =11 d*(0) 112 +A5(8)T[—G(O)], +1l [G(O)], N, +1l H(6) Il

I |
stationa rity slackness feasibility

[-]+: element-wise ReLU function
| - | . element-wise absolute function

it achieves 0 iff the model 9 satisfies the
first-order KKT optimality condition
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Optimization analysis

Theorem (Optimization error guarantee, informal)

Under mild assumptions, with proper choice of step sizes,

for the FERERO meta algorithm, %Zf;& J1(6) = 0(T™H

» The convergence rate matches that of gradient descent
for general nonconvex objectives.

» The efficient single-loop and stochastic algorithms

developed under this framework also have convergence
rate guarantees.
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FERERO performance

TN et TN TN SN -
(b) MGDA (c) PMTL (d) EPO (e) FERERO () FERERO

Figure 3: Converging solutions (blue dots) and optimization trajectories (blue lines) on the objective
space of different methods on synthetic objectives given in (5.1). Dashed arrows represent pre-
specified preference vectors. The green dots represent initial objective values.

 Linear scalarization (LS) can’t converge to certain points
on the Pareto front.

 Multi-gradient descent algorithm (MGDA) does not align
perfectly with preference constraints.
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FERERO performance

| L~
024 @ Initial values

A PMTL output
0.0

—

(a) PMTL (b) EPO (c) Ours (d) PMTL (e) EPO (f) FERERO

Figure 4: Outputs (colored markers) and optimization trajectories (colored lines) of different methods
when initial objectives are near the Pareto front. Different colors represent different preferences.

J PMTL does not allow controlled ascent, thus not
converging in some problems (d).

O EPO & FERERO allow controlled ascent and converge
In those problems.
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Application to multi-lingual ASR

supervised loss
A

min  F(0) = (£,(0), f(0), £°(0) T st f,(0) < er, F(0) — £(0) = e

EPO & PMTL do not capture flexible

self-supervised loss preferences to solve this problem.

Table 3: WERs (%) on Librispeech and AISHELL v1.

Method English  Chinese  Average
Komatsu et al. [ 19] 7.11 - -
w/o CPC [35] 11.8 10.2 11.0
(MoDo) Init. (M2ASR) [38] 7.3 6.2 6.7
LS-FT 6.8 5.9 6.4
FERERO-FT 54 4.9 5.1
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Take-home message

We propose a flexible framework capturing absolute & relative
preferences for preference-guided MOL.

Algorithms and efficient variants are developed under this
framework with convergence rate guarantees.

Thank you!
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