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Motivation

(a) Results of DiffPose and Di2Pose in Human3.6M dataset (with MPJPE metric), across varying proportions of training samples
 (b) Prediction results of two methods under occlusion

• Challenge in 3D HPE: Accurately estimating 3D human poses from monocular images is difficult, 
especially when occlusions cause uncertainty and ambiguity.

• Limitations of Existing Methods: Mainstream approaches overlook interdependencies between joints 
by treating them independently, leading to inaccuracies under occlusions.

• Scarcity of 3D Pose Data: Diffusion-based models need large datasets, but limited 3D pose data can 
result in implausible poses that don't reflect human biomechanics, especially in occluded scenarios.



Contribution

• Di2Pose framework integrates the inherent discreteness of 3D pose data into the diffusion model, 
offering a new paradigm for addressing 3D HPE under occlusions.

• The designed pose quantization step represents 3D poses in a compositional manner, effectively 
capturing local correlations between joints and confining search space to reasonable configurations.

• The constructed discrete diffusion process simulates the complete process of a 3D pose transitioning 
from occluded to recovered, which introduces the impact of occlusions into pose estimation process.
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Conclusion

Ø We presents Di2Pose, a novel diffusion-based framework that tackles occluded 3D HPE in discrete space

Ø Di2Pose first captures the local interactions of joints and represents a 3D pose by multiple quantized 
tokens. Then, the discrete diffusion process models the discrete tokens in latent space through a 
conditional diffusion model, which implicitly introduces occlusion into the modeling process for more 
reliable 3D HPE with occlusions

Ø Experimental results show that our method surpasses the state-of-the-art approaches on three widely 
used benchmarks

Future Work

Extend Di2Pose to video datasets to leverage interframe information for enhanced temporal consistency
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